Programming Systems for Improving the Performance
of Deep Learning-Intensive Applications

Yifan Zhao
yifanz16@illinois.edu
University of Illinois

Urbana-Champaign, USA

Abstract

Computationally intensive Neural Networks (NNs) are ubiq-
uitous in applications such as natural language processing,
autonomous driving, and augmented reality. These NN ap-
plications are increasingly deployed in resource-constrained
edge computing environments, making it challenging to per-
form inference at the application’s performance requirement.
Optimization of NN applications is the key to their efficiency,
usability, and accessibility. On the other hand, optimization
of NN applications is difficult, because diverse NN architec-
tures, application designs, and target hardware require many
optimization decisions to be made by compilers, or domain
experts when current compilers do not suffice.

In this paper, we observe that two important opportuni-
ties for the optimization of NN applications exist: end-to-end
quality-aware optimization, and deep learning domain-specific
compiler optimizations. We assert that a system that is ef-
fective at optimizing NN applications need to combine both
approaches, and leverage domain-specific and application-
specific information. We demonstrate the effectiveness of
these two approaches with two examples of NN application
optimizers: ApproxCaliper (MLSYS’23) and Felix (ASPLOS’24),
and list current challenges in both approaches that need to
be addressed to create better NN optimizing systems.
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1 Introduction

Many emerging edge applications that make decisions com-
bine deep learning components with non-DL components.
Notably, autonomous systems combine multiple neural net-
work (NN) models that extract actionable information from
sensor data such as images and audio, other computations
that process other sensory information such as LIDAR and
GPS, and decision-making code (written in a conventional
programming language) to achieve end-to-end goals. How-
ever, DL components are often compute- and power-intensive,
which makes it challenging to deploy these models on resource-
constrained edge compute devices with tight constraints on
power, weight, size and production costs [12, 16].
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(b) CropFollow navigation system workflow.

Optimizing such an application opens up two important
opportunities that critically leverage domain-specific infor-
mation and automated programming systems:
¢ End-to-end quality-aware optimization: Many appli-

cations exhibit a significant amount of application-level

error resilience: reducing an individual component’s accu-
racy is acceptable if it has minimal observable impact on
the end-to-end quality of the application. Identifying how
much component accuracy can be dropped while main-
taining the overall quality and reliability of the system
can be done with specialized accuracy-aware autotuners.

e Leveraging specialized compilation strategies for
components: NNs consist of NN operators (kernels) such
as convolution and matrix multiplication. Due to the diver-
sity of NN operators and hardware platforms, obtaining
high-performance kernels for all their combinations is a
challenging task. While the current frameworks like Py-
Torch and TensorFlow provide kernel libraries, a more
promising approach is to automatically generate kernels
for each new target platform using ML compilers.

Example. As an illustrative example, we will use TerraSen-
tia, a state-of-the-art commercial agriculture robot obtained
from EarthSense [7]. It is used by farmers for high-throughput
phenotyping and a variety of other agriculture tasks. The
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robot is equipped with an autonomous vision-guided navi-
gation system named CropFollow [22] used for row-following
navigation through fields of crops (Figure 1a). CropFollow
contains a number of components that collaborate to keep
the robot in the center of a crop row, shown in Figure 1b. It
includes 2 CNNs that take 320 x 240 RGB images as input
and estimate the robot’s current position as two quantities:
driving angle and distance from the crop row edge. Multiple
non-NN components process the output of these CNNs and
guide the navigation. The CNNs are the main performance
bottleneck of CropFollow and significantly raise its power
consumption and the cost of hardware.

Quality-Aware Optimization. The prediction accuracy (or
error) of NNs in an NN-based application is characterized by
comparing the NN’s output and the groundtruth. Meanwhile,
the quality of service (QoS) of the application is concerned
with the correctness of behavior of the entire application,
which is a different objective from the accuracy of its NNs.
For example, CropFollow’s heading and distance prediction
CNNss each output a scalar, and their prediction error is the
I; distance between the prediction and the groundtruth. The
QoS of CropFollow is its navigation quality, measured by
the number collision with crops (0 expected) in a run of
given distance. In CropFollow, a reduction in the accuracy of
the CNNs may not adversely affect its QoS due to the error
resilience in the control components. Therefore, CropFollow
exhibits application-level error resilience. Application error
resilience manifests in many different domains that use NNs,
including autonomous navigation systems, augmented and
virtual reality (AR/VR) stacks, and real-time data analytics.
Currently, application developers can reduce the costs of
NNs with various NN-specific optimization techniques such
as pruning, quantization, and low-rank factorization [3, 9—
11, 18-21, 23, 24, 26]. These techniques optimize a neural
network with the goal to maintain the same accuracy as the
original model. They have proven effective in many scenarios
where the network is the entire application, but on composite
edge applications, these techniques miss the rich opportunity
to take advantage of application-level resilience.
Incorporating this application-level resilience in the opti-
mization process allows relaxing the accuracy of NN compo-
nents and applying more aggressive optimizations. However,
tuning the approximation settings for NN components is
complicated and time-consuming. because the search space
is often large, and every application QoS evaluation is ex-
pensive. CropFollow has two NN components where errors
in one affect how much error can be tolerated from the other.
Jointly tuning the approximation settings of these two NNs
results in a search space of a few thousand configurations.
One evaluation of the QoS of CropFollow requires a 100m
run in real crop fields, which takes more than 5 minutes.
Our experiments (§2.1) show that, a system that can over-
come these challenges can yield significant performance

improvements. Application-aware optimizations can provide
several times more speedup and over an order of magnitude
less memory consumption compared to application-agnostic
techniques. These improvements make it possible to deploy
compute-intensive NN models on edge systems.

Domain-Specific Compiler Optimizations. Another as-
pect of optimizing NN-based applications is to use high-
performance implementations (kernels) for NN operators such
as convolution and matrix multiplication. Due to the diver-
sity of NN operators and hardware platforms, obtaining high-
performance kernels for all their combinations is a challeng-
ing task. Existing DL frameworks, such as PyTorch [15] and
TensorFlow [1], map operators in NNs to kernel libraries
with manually optimized kernels for specific hardware archi-
tectures, such as cuDNN for NVIDIA GPUs and MKL-DNN
for Intel CPUs. However, this approach requires significant
expertise and manual effort, and the optimized code does
not carry across the increasingly diverse edge platforms.

Automatic code generation of NN kernels [2, 4-6, 8, 17] isa
recent and improved approach to finding efficient implemen-
tations of NN operators. To handle the diversity of hardware
platforms, these tensor compilers use a search-based code
generation approach. A tensor compiler typically defines a
search space of schedules: sequences of program transforma-
tions such as loop tiling, vectorization, and parallelization, to
apply to the user-given initial program. The code generator
then searches for a schedule that delivers high performance
for this program on the target hardware.

To achieve good performance for a wide range of different

hardware architectures, the search space needs to include
a large number of candidate schedules. However, searching
in a large space is fundamentally difficult. Existing tensor
compilers rely on combinatorial discrete search techniques
such as beam search and/or genetic algorithms, and suffer
from excessively long tuning time of hours or days per pro-
gram [17, 29]. Some existing approaches therefore resort
to covering only part of the search space, using manually-
written templates [5, 6] or aggressive pruning [2], thereby
limiting the performance benefits.
Bringing It Together. Together, these two directions, ap-
proach the full application optimization from two opposite
directions: outside-in from the end-to-end quality/latency re-
quirements to component-level requirements (quality-aware
optimization) and inside-out from kernel-level optimizations
to full application optimization (ML component optimiza-
tion). Our vision for fully optimizing modern edge applica-
tions with ML components:

Domain-specific and application-specific knowledge is
critical for the optimization of DNN applications; we can
better design programming systems that leverage this
knowledge with minimal user effort, and optimizes DNN
applications from both directions to maximize the benefits.




2 Toward End-to-End Quality-Aware
Optimization
2.1 ApproxCaliper
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Figure 2. Error constraint space ApproxCaliper extracted
from CropFollow. It captures the interaction of errors in the
heading CNN (x-axis) and the distance CNN (y-axis).

ApproxCaliper [28] is the first application-aware neural
network optimization framework. It is application-aware in
that it uses a developer-specified application-level QoS goal
for tuning. For instance, when optimizing the CropFollow
system, a developer can specify a QoS goal that TerraSentia
should autonomously navigate without collisions for a given
distance. ApproxCaliper encodes this QoS goal as constraints
under which it relaxes NN accuracy with approximation
techniques to gain higher performance benefits.

To reduce the complexity and cost of QoS-performance
autotuning, ApproxCaliper’s novel optimization algorithm
starts from the observation that the application QoS of a con-
figuration depends on the error levels of all NN components.
It thus reduces the problem of searching the application QoS
space to searching the local spaces of NN errors measured
by NN-specific error metrics, which are much cheaper to
evaluate.

ApproxCaliper presents a two-phase optimization approach
with an error calibration phase and a model tuning phase.
Its novel error calibration algorithm uses statistical error
injection to identify valid regions in the NN error space (i.e.,
regions of configurations that lead to acceptable application-
level QoS) and separate them from the invalid regions. The
result of this phase is an error constraint space, which guides
the following model selection and tuning phase towards
configurations that maximize the given objective while sat-
isfying the error constraints.

Figure 2 shows the error constraint space that Approx-
Caliper’s first phase extracted from CropFollow. The NN
error metrics of the 2 NNs in CropFollow are placed on the
x and y axes, while the color indicates if the NN errors at
a point lead to valid application QoS level or not. Approx-
Caliper charts this space in only 20 empirical QoS evaluation
(running TerraSentia in the field), and these evaluations are
shown as black dots. Using this error constraint space, Ap-
proxCaliper optimizes CropFollow and provides 5.8X more

speedup than application-agnostic approximation - the prac-
tice of applying NN approximations while preserving NN
accuracy — while not affecting CropFollow navigation QoS.
As aresult of this performance improvement, we were able to
reduce the compute hardware on TerraSentia to a Raspberry
Pi4 ($35) with all CNN inferences running on its CPU.

2.2 Felix
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Figure 3. DNN inference performances using Felix vs. deep
learning frameworks (PyTorch, TensorFlow, TensorRT) on
three HW platforms.

Felix [27] is a novel gradient-based compiler optimiza-
tion framework for tensor programs that greatly improves
the search efficiency in automatic kernel generation. Felix
deviates from the common practice of relying on combina-
torial search algorithms for schedule tuning, and instead
applies gradient descent over a differentiable performance
prediction function to optimize tensor programs. Felix ap-
plies continuous relaxation on the space of programs and
creates differentiable estimator of program latency, allow-
ing efficient search of program candidates using gradient
descent, in contrast to conventional approaches that search
over a non-differentiable objective function in a discrete
search space.

To enable gradient in the program schedule search and
formulate the program schedule search as a differentiable
optimization problem, Felix overcomes the following signifi-
cant challenges:

o The search space of schedules is discrete, with many of the
tunable parameters constrained in a subset of integers. For
example, the tiling sizes of loop tiling optimization must
be integers, but also must be factors of the loop extent to
not introduce conditional branches.

o The objective function — the performance of the program
as a function of the schedule - is highly complex, often dis-
continuous, and non-differentiable. To evaluate a schedule
accurately, the compiler needs to generate a program from
the schedule and empirically measure the performance of
the program on the target hardware.

e Analytical [25] or learned [13, 14, 30] performance models
approximate the performance objective and are generally



faster to evaluate than empirical measurements. However,
to maintain generality, these models typically take as in-
put the generated program or a program feature vector
representative of the program’s performance, instead of
taking the schedule as the input. Even when these models
are differentiable themselves, differentiation of the fea-
ture vector with regard to the variables in the program
schedule remains tremendously challenging as program
generation exercises multiple components of the compiler.
We evaluate Felix on 6 DNNs and 3 GPU hardware plat-
forms. As Figure 3 shows, Felix improves the performance
of the 6 networks on average (geometric mean) by 1.41X on
A5000, 1.50x on A10G and 1.70X on Xavier NX, compared
to off-the-shelf inference frameworks PyTorch, Tensorflow,
and TensorRT (up to 4.48X%, 5.40%, and 10.8X respectively).
Additional experiments show that Felix surpasses the perfor-
mance of these frameworks within only 7 minutes of search
time on average. Compared to TVM Ansor, which autotunes
NN kernels using discrete search method (genetic algorithm),
Felix’s search converges much faster, reaching a 95% perfor-
mance of the best discovered code 3.4X faster on average
(geomean). Felix is particularly effective for time-constrained
tuning or tuning on resource-constrained edge devices, as
Felix can quickly find schedules with high performance.

3 Challenges for End-to-End Quality-Aware
Optimization

The success of ApproxCaliper and Felix demonstrates the
greater potential of full-application and multi-objective op-
timization for NN applications. We envision the following
improvements over the current state of the art in order to
fully realize these potentials:

Application-aware Optimizations. To achieve full-appli-
cation quality-aware optimization, multiple NNs in the appli-
cation need to be co-optimized, forming a larger search space
where each point is a combination of all the NNs’ approx-
imation settings. In ApproxCaliper, to make the combined
search space tractable, the size of each NN’s search space is
kept small. ApproxCaliper utilizes off-the-shelf NN approxi-
mation techniques that applies the approximation uniformly
on each layer of the NN, and controls one parameter (e.g. the
global pruning ratio) per NN. However, many approxima-
tion techniques are finer-grained and allows control over,
for example, the pruning ratio per layer in the NN. While
these techniques may provide better performance-accuracy
tradeoff, they impose much larger search space per NN, and
an intractable combined space when multiple NNs exist.

To enable these finer-grained approximations in quality-
aware optimization, we need to both prune the search space
and improve the search algorithm. For example, some approx-
imation techniques employ inexpensive sensitivity analyses
to analytically derive most approximation parameters, and
only a few need to be searched or user-given. In addition,

some techniques formulate approximation decision-making
into a differentiable search problem and uses gradient de-
scent to optimize it during the training of the NN. A system
that extends the quality-aware optimization to support these
techniques can provide even more effective optimizations.

Extended Full-DNN Optimizations. Graph-level optimiza-
tions, such as operator fusion, transcends the individual op-
erator boundaries and offers additional optimization oppor-
tunities. When optimizing a DNN, existing tensor compilers
typically apply a fixed set of graph-level optimizations, be-
fore breaking down the DNN into layers (or small groups of
layers) and tune the schedule of each layer in isolation. The
advantage of this approach is reducing the size of the search
space, by viewing each tuning “task” as independent. How-
ever, it misses out on graph-level transformations that are
not always profitable and need to be autotuned. For instance,
fusing operators that both have reduction operations can
lead to recomputation, where the profitablity highly depends
on the size of the operators and the hardware.

NN approximations also typically operate at graph-level
to change the input/output shapes or scalar types of mul-
tiple layers. A system that jointly optimizes accuracy and
performance using both approximation and search-based
kernel generation can make approximation decisions with
real kernel performance instead of performance proxies such
as FLOPs, as typical in today’s practice. Because these approx-
imation decisions influence the scheduling of individual ker-
nel, the result is a combined search space that is immense in
size. Efficient search techniques such as gradient descent are
vital for exploring such global search spaces. However, graph-
level optimizations also present a new set of challenges to
Felix-style kernel schedule search, as graph transformations
create more profound changes in the program structure that
can be difficult to capture in one continuous space.
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